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Optimization Sum of Terms

A Datum Function

filw) =€ (hw(2'),y") + AR(w)

Zé(hw(xi),yi)—i—/\R(w) — 12
1212,

Finite Sum Training Problem

) + AR(w))



The Training Problem

Solving the training problem: min = Z fi(w)

Reference method: Gradient descent

\% (% Zfi(w)) = %vaz'(w)

Gradient Descent Algorithm

Set w! = 0, choose a > 0.
fort=1,2,3,...,T

wH—l_w __Zz 1vfz( )

Output w’! !




Theorem

Let f be u-strongly convex and L-smooth.

T >|<2< 1_ET 1 *]2
lw" —w?[|3 < 7 ) v w3

Where
1
w Tt = wt — ZVf(wt), fort=1,...

— L 1
= for |’ — wr|3 <eweneedT'> —log| - | =0 | log
Jw! — w*|]3 p €

A



Not true for many
Theorem prOblemS

Let f be convex and L-smooth.

FT) — fwr) < ZH =l h)

T —1 T
Where
1
wit = wt — =V f(wh)
L
Is f always
differentiable?
o * 2L 1
= for flw”) f(wZ) <eweneedT > — =0 —)
! — w3 : :



Change notation: Keep loss and
regularizor separate

Loss function

L(w) := %Zé (hw(2%), y°)

The Training problem

min L(w) + AR(w)

w

If L or R is not
differentiable

If L or R is not
smooth

-)
-)

L+R is not
differentiable

L+R is not
smooth



Non-smooth Example

1
L(w) + R(w) = Z[[wllz + [lw]]x

Does not fit.
Not smooth
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Need more
tools



Assumptions for this class

The Training problem

min L(w) + AR(w)

w

L(w) is differentiable, £L-smooth and convex

R(w) is convex and “easy to optimize”

What does
A e Examples all

together!!
Assume

1
prox. p(y) := argmin = ||w — y||3 + YR(w) thisis easy
w2 to solve



Lasso

min 2—Zy — (w, a"))? + \||w||:

weR?

Not smooth,
but prox is
easy

SVM with soft margin

Not smooth



Convexity: Subgradient

Let f:R" — RU{oo} be convex

Of(w) =19 € R" : f(y) = f(w) + {9,y — w), ¥y € dom(f)}




Examples: L1 horm

—1 it w <0
Ow|=<¢[-1,1] ifw=0
1 it w >0

Ol|wlly = (Olw1], ..., Olwal)



Optimality conditions

The Training problem

w* = arg min L(w) + AR(w)
weR?

0 € J(L(w*)+ AR(w*)) = VL(w*) + AOR(w™)

!

—VL(w*) € A\OR(w™)



Working example: Lasso

Lasso

min 5-||Aw — y||5 + A|w]||1

weRA 2n

n

A=la...a"" = S - (w,a))? = [|Aw — |3

1=1

_VL(w*) € OR(w") ‘ L AT Aw — ) € Ol

n

Difficult
inclusion, do
iteratively.



Proximal method |
Using L£—smoothness of L :

L(w) < L) + (VL) w —y) + 5 jw —ylP. Yo,y B
The w that minimizes the upper bound gives gradient descent

1
w=1Y— ZVL(Q)

But what about R(w)? Adding on +AR(w) to upper bound:

L(w) + AR(w) < L{y) + (VL{y). w — y) + 5 |lw — y|]* + AR(w)

Can we minimize the
right-hand side?




Proximal method I

Minimizing the right-hand side of

L(w) + \R(w) < L(y) + (VL(y),w — 4) + 5|lw — o] + AR(w)

| C
arg min L(y) + (VL(y),w —y) + Z[|w - yl|* + AR(w)

w

. C
= argmin(VL(y),w — y) + 7 [lw = y[|* + AR(w)
| | A

— argmin J|lw — (y — - VL@)|P + Bw)
—: pI‘OX%R(y — %VL(y))) What is this prox
operator?
| 1 5 A
prox%R(fU) = arg min §||w —v||5 + ZR(w)



Proximal Operator |

Let f(x) be a convex function. The proximal operator is

|
prox (v) := arg min §||w —ol|3 + f(w)

Let w, = prox;(v). Using optimality conditions

0 €0 (L|wy, —v||5+ f(w)) =w, — v+ If(wy)

Rearranging

prox¢(v) = wy, € v — df(wy)

EXE: Is this Proximal operator well defined? Is it even a function?



Proximal Operator Il: Optimality
conditions

The Training problem

mui)n L(w) + AR(w)

—VL(w*) € MOR(w™)
w* +~yVEL(w*) € w* — (Ay)OR(w™)
w” € (w* —yVL(w")) — (Ay)OR(w”)

l prox ¢ (v) = w, € v — 9 f(w,)

Optimal is a fixed

w* = PIoX - R (w* =V L(w")) point.



Proximal Operator Ill: Properties

|
prox ¢ (v) 1= arg min §Hw —ol|3 + f(w)

Exe:
) If f(w Z fi(w;) then

pI‘OXf( v) = (prOXf1 (v1), .-+, PIOX ¢, (va))

if
2) If f(w) = Io(w) := {O Hwed where C' is closed and conves

if C
o Hwg then prox;(v) = projc(v)

3) If f(w) = (b,
4) If f(w) = 3w ' Aw + (b,w) where A = 0, A= A", X\ >0 then
prox ¢ (v) = (I + AA) (v —b)

w) + ¢ then prox,(v) =v —b



Proximal Operator |V:
Soft thresholding
1

PIOX |||, (V) := argmin o jw — v||5 + Allwlls

Exe: .
1) Let a € R. If ™ = argmin 5(04 —v)? 4+ A|a| then

a* € v — A\0|a”| (1)

2) If A < v show (1) gives a* =v — A s Sa(@)

3) If v < —A show (I) gives a* = v + A '

4) Show that !
(=X ifA<uv 5

Prox, |, (v) = 0 if —A<ov<A
v+ A <A



Proximal Operator V:
Singular value thresholding

1
Sx(v) := argmin ~ [lw — vl|3 + Allw]|;

Similarily, the prox of the nuclear norm for matrices:

1
. [ T .- . . _ 2
Udiag(Sy(diag(c(A))))V ' := arg min 5 W — All% 4+ A||[W]|«

where A = Udiag(c(A))V" is a SVD decomposition.



Proximal method V

Minimizing the right-hand side of
L
L(w) + AR(w) < L(y) + (VL(y),w — y) + T |[w = y[|* + AR(w)

c
arg min L(y) + (VL(y),w — y) + 7 |lw — yl* + AR(w)

I

= argmin(VL(y),w —y) + 7 |lw = y|* + AR(w)

1 1 A
= argmin o |lw — (y — ZVL(y)|* + Z R(w)
| Make iterative
B L method based
— prOX%R (y EVL(IU)> on this upper
bound

minimization



The Proximal Gradient Method

Solving the training problem: min L(w) + AR(w)

w

L(w) is differentiable, L—smooth and convex

R(w) is convex and prox friendly

Proximal Gradient Descent
Set w! = 0.
tort=1,2,3,...,T
witl = PTOX \pg/ L (w' — £VL(w"))
Output w?! 1




Iterative Soft Thresholding Algorithm
(ISTA)

Lasso

min, ok Aw = |3 + Allul

A=lal,...,d" " = ) (¥ — (w,a")® = [|[Aw —y[3
i=1

1
ISTA: W' = Prox y |y, /c (wt - — A" (Aw’ — y))

nLl
A)2 . S t 1 AT A t
E_O-max( ) — OA/L w — 5 ( w —y)
- n Omax (A)
; Amir Beck and Marc Teboulle (2009), SIAM J. IMAGING SCIENCES,
g A Fast Iterative Shrinkage-Thresholding Algorithm
Adob for Linear Inverse Problems.




Convergence of Prox-GD

Theorem (Beck Teboulle 2009)
Let f(w) = L(w) + AR(w) where

L(w) is differentiable, £L—smooth and convex

: : Can we do better?
R(w) is convex and prox friendly

Then
L||w — w*||3 1
2
flw") = f(w*) < =0 (=)
2T T
where
1
w'™ = w'™ = prox /. (wt — ZVL(wt)
Amir Beck and Marc Teboulle (2009), SIAM J. IMAGING SCIENCES,
g A Fast Iterative Shrinkage-Thresholding Algorithm
Adob for Linear Inverse Problems.




The FISTA Method

Solving the training problem: min L(w) + AR(w)

w

The FISTA Algorithm
Set w! =0=28'=1
fort=1,2,3,...,T

1
wttt = PIOX \p/r (zt — ZVL(zt)>
Bt—l—l _ 1+ \/1 + 4(575)2

2t
1 pr—1
—w | Bt—l—l

t+1

t+1 wt)

2 (w

T+1

Output w | |
Weird, but it works




Convergence of FISTA
Theorem (Beck Teboulle 2009)
Let f(w) = L(w) + AR(w) where

L(w) is differentiable, L—smooth and convex

Is this as good as it
R(w) is convex and prox friendly gets?

Then

e 2Ll — w3
) - ) < =R o ().

Where w' are given by the FISTA algorithm

Amir Beck and Marc Teboulle (2009), SIAM J. IMAGING SCIENCES,

g : A Fast Iterative Shrinkage-Thresholding Algorithm
Adob for Linear Inverse Problems.




Lab Session 01.10




Introduction to Stochastic

Gradient Descent




Optimization Sum of Terms

A Datum Function

filw) =€ (hw(2'),y") + AR(w)

Zé(hw(xi),yi)—i—/\R(w) — 12
1212,

Finite Sum Trammg Problem

min —Zfz =
weRd

) + AR(w))



The Training Problem

Solving the training problem: min - Z fi(w)

Reference method: Gradient descent

\% (% Zfi(w)) = %vaz'(w)

Gradient Descent Algorithm

Set w® = 0, choose a > 0.
fort=1,2,3,...,T

wH—l_w __Zz 1vfz( )

Output w’! !




Solving the training problem: min = Z fi(w)

Problem with Gradient Descent:
Each iteration requires computing a gradient V f;(w) for
each data point. One gradient for each cat on the internet!

Gradient Descent Algorithm

Set w' = 0, choose a > 0.
fort=1,2,3,...,T

wH_l_w __Zz 1vfz( )

Output w’! !




Stochastic Gradient Descent

Is it possible to design a method that
uses only the gradient of a single
data function f;(w)at each iteration?

Unbiased Estimate
Let j be a random index sampled from {1, ..., n} selected
uniformly at random. Then

E; [V fj(w }jVﬁ = Vf(w)



Stochastic Gradient Descent

Stochastic Gradient Descent Algorithm
Set w = 0, choose o > 0.
fort=1,2,3,...,T

Sample j € {1,...,n}
w T = w? — aV f;(w?)
Output w! ™!
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